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e OCHOBHbIe NpUHUMNBLI pabdoTbl ceTn B k8s
o Kak paboraeTt ceTb B k8s

e L3vs. L2

e Pause containers

e Bsanmopencrteume CNI, runtime, kubelet
e O630p CyLEeCTBYOLWMX MNS1arnHoB

e Flanel

e Calico

e Canal

e [lponsBoaANTENBbHOCTbL M1IArMHOB

e [IpobGnembl CBA3aHHbIE C CETbIO




B ocHoBe ceteBon moaenu Kubernetes nexar npasuna:

e Bce KOHTeHepbl MOryT O0OLLATLCA CO BCEMU KOHTENHEepaMmn 6e3
ncnonbsoBaHna NAT

e Bce y3nbl MOryT o0LaTbCA CO BCEMU KOHTENHEpamn bes
ncnonbsoBaHna NAT

e |P, KOTOpPbLIN BNONT KOHTENHEP, A0/IKEH ObITh TAKUM Xe, KakK ero Buadar

apyrue




e Bce cnyxebHble ytunutel (kubelet, system daemons) MmoryTt o6uaTbCcs
C BCEMU KOHTENHEpPAMMN Ha HoAe

e KOHTENHEPBLI KOTOPBLIE UCMOMb3YHKOT XOCTOBYIO CETb MOIyT OOLLAaThLCA
CO BCEMU KOHTEMHEpPaMUM Ha BCceX Hogax 6e3 ncnosnb3oBaHnsa NAT

e Y Kaxpagoro noga cBOW yHUKanbHbINW IP




Network namespaces

Linux Network Namespace

Veth pair




Network namespaces

e TexHonoruna agpa linux (takne kak pid, mnt, uts, ipc, user)

e Linux kernel 2.6.24

e lcnonb3yeT cuctemMHbln BbI30OB clone(), nepeaaHHblv donar
CLONE_NEWNET cospacTt HOBbIW NS A1 HOBOrO npouecca

e KaxabIv NS uMmeeT cBOW HAabop nHtepdenc n tabnumuy
MapLpyTMn3aunmn, He 3aBUCAT OT APYrux NS




Pause containers

e PezepBupoBaHme n yaepxxaHme npocTpaHCcTBa UMEH NCMOoMb3yeMOoro

BCEMU KOHTEMHEpPaMM noaa.
e YnpasneHue npoueccamu (Kill all zombies)
e |P-per-pod




Kube proxy

e 3anyckKaeTCsa Ha Kaxaown Hoae
e [1pokcupyet UDP, TCP n SCTP
e He noHumaetr HTTP *_7

e [IpepacrtaBngeT 6anaHCUPOBKY Harpysku




Kube proxy

o Netffilter
e jptables




Kube proxy

e userspace

e jptables
e |[PVS




Kube proxy

Userspace vs. Kernel namespace




Kube proxy

Userspace mode



Client

ClusterlP 10.104.141.67:80

.

A 10.100.0.2:10400

10.0.2.2:80

Pod 1 Pod 3

‘Podz

kube-proxy

load-balance X
E Set forwarding rule

v
Netfilter

10.104.141.67:80 --> 10.100.0.2:10400

Other Kernel module

Kernel Space

Node




Kube proxy

Iptables Mode



Client

Access ClusterlP

Kube-proxy
A 4

watch service Service
»
>
10.104.141.67:80

Pod 2 Pod 2 Pod 3
E set iptables rules 10.0.0.2 10.0.0.3 10.:!;0.4
Y
load-balance
Netfilter

10.104.141.67:80 -->10.0.0.21 10.0.0.3110.0.0.4

Kernel Space

Node




Kube proxy

IPVS Mode



Client

Access ClusterlP

Kube-proxy
A 4

Service

waltch service

[
L

10.104.141.67:80

% Pod 2 Pod 2 Pod 3

set IPVS rules
10.0.0.2 10.0.0.3 10.0.0.4
3
Y
Rel load-balance
Y
IPVS

10.104.141.67:80 -->10.0.0.2110.0.0.3 1 10.0.0.4

Kernel Space

Node




B3anmopgencreme noaoB BHYTPU XOCTA

KopHeBoOe npocTpaHCTBO UMeH (root netns).




B3anmopgencreme noaoB BHYTPU XOCTA

pod1 netns pod2 netns

Y Kaxaoro noga ectb CBOW netns




VETH

The VETH (virtual Ethernet) npegcraBngaer
n3 ceba nokanbHbi Ethernet. Ycrtpowncrea
NOAKNOYEHbI MomnapHo.

vethl vethl
netns 1 netns 2

=

|2

Host




Linux bridge npegcraBnger u3 cebs
koMmmyTatop. OH nepeHanpaBngaeTr Tpadunk
Mexay nHTepdencamm KOTOpbIE
NOAK/TIOYEHBI K HEMY.

VM 1 VM 2 netns 1
etho ethd wvethd
tapl tap2 vethl

bro
Host
ethd




B3anmopgencreme noaoB BHYTPU XOCTA

pod1 netns pod2 netns

vethxxx

B3anmogencteue pod1 n pod2




B3anmopgencreme noaoB BHYTPU XOCTA

e [MakeT yepes ethO nokmaaeT cBOW NS, NonagaeT B root ns yepes

vethxxx

e [lonapaet Ha bridge cbr0, nocbinaet ARP 3anpoc ¢ uenbto noncka
HY>XHOIO agpeca

e vethyyy nocbinaeT OTBET UTO Yy HEero Hy>XHblin IP agpec

e [TakeT npoxoas yepes vethyyy nonagaert B netns npuHagnexatimm
pod2




B3anmopgencreme noaoB PacnosioXXeHHbIX

Ha pa3HbIX XOCTaXxX

pod1 netns pod2 netns i " pod3 netns pod4 netns

vethyyy vethxxx

nodel
root netns

node2
root netns

Route Table




B3anmopgencreme noaoB PacnosioXXeHHbIX

Ha pa3HbIX XOCTaXxX

e Yepes ethO nokungaet netns n nonagaet B rootns vepes vethxxx

e [NlonapaeT B cbrO vepes vethxxx n nocobinaet ARP 3anpoc ¢ uensto
nouncka Hy>Horo IP agpeca

e 3 cbrO nonagaet B ethQ, Tak Kak Ha y3/1e HEeT HY>XHOro agpeca

e [loknpgaet HoQy co 3HaueHunamm src=pod1 dst=pod4

e CornacHo tabnuue MapLupyTtmusaumm oTnpaBisgeTca Ha HY>XXHYO HoaY

e [lonapaeT Ha OCHOBHOW MHTEPenc node2-ethO

e [lakeT nepeHanpasngaetcsd Ha bridge cbrO

e Yepes vethyyy nonagaert B netns noaa




OBeprienHble ceTn

CeTb co3aBaeMasi NOBEepPX OCHOBHOWM ceTu.

e HexBaTka OOCTYMNHbIX aapecoB
e HeBO3MOXHOCTb YNpaBfeHNa MapLlpyTM3aunen
e OrpaHmyeHmne No KOMM4eCcTBy MapLUPYTOB




VXLAN

VXLAN (Virtual

xnpepamu B UDP-IP naker:

eXtensible Local
NPOTOKO/T CO34aHHbIA 4YTO Obl pewnTtb npobnemy orpaHmnydyeHunsa VLAN
(4,096) B IEEE 8021g. VXLAN wuHkancynupyet L2 dpembl ¢ VXLAN

Area Network)

Preamble

Dest. Mac

Src. Mac

Dest. Mac

EtherType

VLAN ID
(0-4095)

16 Bits

TYHHENbHbIN




OBeprienHble ceTn

podl netns pod2 netns : pod3 netns pod4 netns

vethxxx vethxxx

root netns root netns
Route Table




OBeprienHble ceTn

src: pod1

Data

dst: pod4

flannelD

src: pod1




OBeprienHble ceTn

e Yepes ethO noknaaet netns n okasbiBaeTcd B rootns Ha vethxxx

e Ha cbrO genaet ARP 3anpoc c nonckowm IP agpeca

= Tak Kak HeT Hy>XHoro IP, naket otnpaBnaetca B flannelO
= flanneld nony4yaetca IP HaxxHaueHus (apiserver, etcd)
m [TakeT vepes flannel oTnpaBngeTcs Ha HY>XHYO HOAY

e [laket nonagaet Ha ethO y3na node2

= flannel nepeHoOCHUT nakeT B root ns.
= NakeT nepeHanpasnsgetca B cbrO

e Ha cbrO genaetca ARP 3anpoc ¢ nonckom Hy>xxHoro IP agpeca
e [1aBeT uepes vethyyy oTnpaBnseTca B Hy>XXHbI Nog

B



L2 vs. L3

e
e
I

.
o Bridge
. « Physical structure
PhyS|cal * Coax, Fiber, Wireless, Hubs, Repeaters

e |2: KaHanbHbI ypoBeHb. Bsanmogencremne ceten Ha Ppmnsnyeckom

YPOBHE, KOHTPO/Ib OWMNOOK. (frames, arp)

e |3 CeteBoil ypoBeHb: [lpegHasHaueH ana onpegeneHna nytu
nepegayn gaHHbIX. OTBEYaET 3a TPAHCNALMIO NTOTNYECKUX
agpecoB B usnyeckme, onpegeneHne Kpartyamwmx MapLupyTos,
KOMMYTaLUMIO 1 MapLUpyTMU3aLunto, OTCnexXmnBaHne owmnodoK v
"3aTopoB" (ipv4, ipvo)

B



CNI plugin

e Binary file
e CAP_NET_ADMIN Linux capabilities
e Store config in json file

e IHopMauusa OoMKHa nepegaBaTbhCq B Ka4eCTBE NepPeEMEHHbIX
OKPY>XXeHnd

e Json to stdin through stdin

e [logkntoyeHne KOHTEMHEPOB K CEeTAM




B3sanmogencteue CNI, runtime, kubelet

CNI commands and

Runtime network config

Net Plugin

Configures Network




B3sanmogencteue CNI, runtime, kubelet
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B3sanmogencteue CNI, runtime, kubelet

o Co3paaHune rootfs 4na KoHTEnHepa

e Co30aTb KOHTENHEP

e [IpncoeneHNTb KOHTENHEP K CETU

e 3anyCTnTb NPOLLECC BHYTPU KOHTENHEPA




Runtime CNI

Provison phase

e [IpoBepka KOMMNOHEHTOB
e Co3paHue bridge (He o6s3aTenbHO)

e Runtime phase

e OpkecTpaTtop coobulaeT paHTaMy 4TO Nopa 3arnyckaTb KOHTENHEP
e [lpucoegmHeHmne KOHTENHEPA K CETHU

e OnpegeneHne nepeMeHHbIX oKpy>XXeHns ¢ uHdpopmaumen ana CNI
3anyck CNI

L -



O630p ceteBbIX NnarnHos: Cilium
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e APl-aware network security

e Linux BPF

e Visibility and security policies

e API-Protocol Visibility + Security (HTTP, gRPC, Kafka)
e Scalable




BPF (Berkeley Packet Filter)

The Berkeley Packet Filter (BPF) provides a raw interface to data link
layers, permitting raw link-layer packets to be sent and received. It is
available on most Unix-like operating systems. In addition, if the driver
for the network interface supports promiscuous mode, it allows the
interface to be put into that mode so that all packets on the network can
be received, even those destined to other hosts.




O630p ceTteBbIX NnarnHoB: Weave

weaveworks

e Service Discovery

e Network security

e Resilience and Scaling
e Perfomance

e Multicast

e Load balancing




O630p ceteBbIX NnarnHoB: Multus

%;? MULTUS

e Attach multiple network interfaces to pod

Kubernetes servers
other networks (api-server,kubelet so on)

NetworkAttachments
( cluster network/
Lmiste;ﬂugin
ethO
)

e Specific User Traffic e (Liveness and Readiness) Probes
e Communication between APl and Pod




O630p ceTeBbix NnarnHos: Kube router

KuBE€D)ROUTER

IPVS/LVS based service proxy

Pod Networking

Network Policy Controller
Advanced BGP Capabilities
Standard Linux Networking

e Small Footprint
e High Performance




£ flannel

e CoreOS development

Use etcd to store configuration
e |2 network

Ecryption
VXLAN
e ipvb




/coreos.com/network/config
flannel-network-config.json

etcdctl set /coreos.com/network/config < flannel-network-config. json

{
"Network": "10.0.0.0/8",
"SubnetlLen": 20,
"SubnetMin": "10.10.0.0",
"SubnetMax": "10.99.0.0",
"Backend": ({
"Type": "vxlan",
"VNI": 100,
"Port": 8472
}
}

etcdctl get /coreos.com/network/config | jq .




Calico

e Performance and flexibility
e |3 with BGP

e Network policy

e |stio integration

e Commercial support

e Load balancing

* ipv6



e Ecapsulation (IPIP)
e 5000 nodes on cluster




Calico

Demo

e Calicoctl
e Simple network policy




e |[ntegrate calico and flannel
e Flannel network model
e Calico security model




Network benchmark TCP

Kubernetes CNI benchmark - 10Gbit network - TCP

Bandwidth in Mbit/s (Higher is better)

Bare metal 9902

Calico

(custom mtu) o838

Canal

9812
(custom mtu)

Cilium 9678

Flannel 9814

Kube-router
(custom mtu)

WeaveNet
(custom mtu)

9762

9 803

Cilium
(encrypted)

815

WeaveNet

(mtu + encrypted) ! 3250

0 2000 4000 6 000 8 000 10 000 Mbit/s

2019-04-05 - Alexis Ducastel - https://infrabuilder.com - Benchmark tool : iperf3

B



Network benchmark UDP

Kubernetes CNI benchmark - 10Gbit network - UDP

Bandwidth in Mbit/s (Higher is better)

Bare metal 9 898
Calico
(custom mtu) 9830
Canal
(custom mtu) 0810
Cilium 9662
Flannel 9772
Kube-router 9392
(custom mtu)
WeaveNet
(custom mtu) 9681
Cilium
(encrypted) 402
WeaveNet
417
(mtu + encrypted)
0 2000 4000 6 000 8000 10000 MVbi/s

2019-04-05 - Alexis Ducastel - https://infrabuilder.com - Benchmark tool : iperf3




Network benchmark HTTP

Kubernetes CNI benchmark - 10Gbit network - HTTP

Bandwidth in Mbit/s (Higher is better)

Bare metal 9 899

Calico
(custom mtu)
Canal

(custom mtu)

Cilium
Flannel

Kube-router

(custom mtu) 93715

WeaveNet
(custom mtu)
Cilium
(encrypted)

WeaveNet
(mtu + encrypted)

0 2000 4000 6 000 8 000 10 000 Mbit/s

2019-04-05 - Alexis Ducastel - https://infrabuilder.com - Benchmark tool : curl + nginx

L -
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MeToabl U MHCTPYMEHTbI Aebara

e Finding pod cluster IP

e Finding Service IP

e Finding and Entering Pod Network Namespaces
e Finding a Pod's Virtual Ethernet Interface

e |[nspecting Conntrack Connection Tracking

e |[nspecting Iptables Rules

e Querying Cluster DNS

e |PVS Details




